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1 Overview

My research interests lie in applied algebraic and differential geometry and data science. In
particular I am interested in using geometric tools to study objects represented by continuous,
discrete, or noisy data and connections to machine learning tasks such as object recognition or
optimization. All connected to this theme, my research falls broadly in three main categories:
(1) invariants of objects, such as curves or time series, under groups of transformations and
other equivalence relations, (2) algebraic statistics, or using tools from algebraic geometry and
combinatorics to address problems in statistics, and (3) using deep learning to solve image science
tasks with real world data, particularly with small datasets and when geometric tools can be used
in conjunction with neural networks.

(1) Invariant representations: Invariants are incredibly useful when trying to analyze or compare
objects modulo some equivalence relation. For instance, one might want to consider objects or
image data under spatial transformation or to compare time series up to re-parameterization of
the time variable. More challenging than simply constructing invariant features is to find invariant
representations, without redundancy, that uniquely characterize the object under the ‘nuisance’
transformations. An even greater challenge is for this representation to be numerically robust
to perturbations and noise. This is helpful for both standard statistical methods and artificial
intelligence, where learning to ignore certain types of transformations can be difficult without
sufficient data.

For example, a classical problem in differential geometry is to compare planar curves under rigid
motions, a problem which connects directly to image science. While the curvature of a curve at a
point is an invariant feature, the curvature function of a simple, closed curve depends on the starting
point and the parameterization of the curves. One way to circumvent this is to represent a curve
by its differential signature, or image of a curve under a suitable choice of differential invariants [4],
whose application to object recognition under noise has since been extensively studied (see [2, 3, 11]).
In [13] we showed that one could use a curve’s differential signature in conjunction with symbolic
computation to characterize equivalence classes of algebraic curves under actions of linear groups,
such as projective or orthogonal transformations. In [7] we showed that this extends to a method
using numerical algebraic geometry to determine equivalence of algebraic curves under noise (and
wrote an accompanying Macaulay2 package), connecting numerical methods with classical invariant
theory.

The iterated integral signature is another method of representing a curve or perhaps a time series
in Rd which is invariant to translation and parameterization and has been used to successfully in
financial and machine learning applications [14]. In [6] we present a method to invariantize a curve’s
iterated integral signature and construct invariant features with respect to spatial transformations.

(2) Algebraic Statistics: While there have always been connections between algebraic geometry,
combinatorics, and statistics, algebraic statistics is a relatively new field, just receiving its own MSC
classification this year. In particular one can view many statistical models as algebraic varieties,
and, through the lens of maximum likelihood estimation, this yields many interesting questions
about their geometric structure. In [5] we interpret linear Gaussian models as linear slices of the
cone of positive semi-definite matrices and compute their maximum likelihood degree, an algebraic
invariant related to critical values of an algebraic statistical model. In an ongoing project, my
colleagues and I are investigating the relationship between the combinatorial structure of certain
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statistical models and convergence of iterative proportional scaling, an algorithm to compute the
maximum likelihood estimate.

(3) Deep Learning: In the area of deep learning, I am currently working on multiple projects
with both industry partners of the Data Institute at University of San Francisco and medical
professionals at the University of California at San Francisco to use neural networks to construct
models for imaging tasks on small datasets such as classification, segmentation, and keypoint
detection. Additionally, in the spring of 2021, I will mentor graduate students on machine learning
projects involving tabular data and natural language processing. In recent years neural networks
have far surpassed traditional methods to compare, classify, and extract features of images. Though
augmentation remains the most popular way of training models to be invariant to certain transformations,
neural networks can still be vulnerable to spatial perturbations [8]. Thus for small datasets
some creativity and geometric intuition are necessary for optimal performance. For example, I
recently joined a project with mathematicians and anthropologists at AMAAZE (Anthropological
and Mathematical Analysis of Archaeological and Zooarchaeological Evidence) to understand how
machine learning and geometric tools can be used to compare sequences of stone flakes generated
by early humans in tool-making from different archaeological sites.

2 Curve Invariants

Consider the planar curves in Figure 1 under the transformation group of translations and rotations,
given by the action of the special Euclidean group of matrices denoted by SE(2).

Figure 1: Three planar curves

Figure 2: Euclidean Signatures

Let a curve’s curvature be given by the differential
function κ. Then the map S = (κ2, κs) is called the
Euclidean signature map, where κs denotes the derivative
of κ with respect to arc length, and a curve’s image under
S is its Euclidean signature. The curves in red have the
same Euclidean signature while the curve in blue traces
out a different Euclidean signature, shown in Figure 2.

From Figure 2, we can immediately conclude that the
blue curve is not related by a rotation or translation to
either of the curves in red. Furthermore the fact that
the red curves have the same Euclidean signature implies
that they have the same local geometry, meaning each
open set of one curve is related to an open set of the other curve by a translation and rotation.

Note that portions of the signature curves are close, which suggests some subsets of the red
and blue curves may be ‘almost equivalent’ under SE(2). This notion of ‘almost equivalence’ is
what makes signature curves attractive for use in object recognition, from automatic jigsaw puzzle
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reconstruction [12] to characterization of melanomas [10]; a small perturbation of the curve often
results in ‘close’ signatures which enables comparison of curves under SE(2) with noise.

In actuality the curves shown in Figure 1 are algebraic curves. Thus the equivalent local
geometry leads to global equivalence. Furthermore, the restriction of the map S to the curves is a
rational map on a variety. In this setting, one can use symbolic methods to compute the implicit
equation of the Euclidean signature. In [13] we show that this construction can be extended for
algebraic curves under the action of any linear algebraic group G, and study the algebraic degree
of the G-signature in terms of the degree of the original curve.

Theorem (Kogan, R., Vinzant 2020). For the action of any linear algebraic G on C2, there exists a
pair of rational differential invariants defining a map S = (K1,K2) such that for any two algebraic
curves C1, C2, we have that C1

∼=G C2 if and only if S(C1) = S(C2).

Figure 3: Sensitivity experiments

In practice symbolic methods are quite slow outside of
low-degree algebraic curves. However, this expensive
computation can be circumvented using numerical
algebraic geometry, the field which concerns itself with
using numerical methods to solve polynomial systems
and represent algebraic varieties. In [7] we develop a
numerical algorithm to determine when two rational maps
on different varieties have the same image, and apply it
directly to signature maps1. As seen in Figure 3, we show
that small perturbations of an algebraic curve can still be
classified as G-equivalent by numerical methods.

Another way to represent a curve is by its iterated
integral signature, or IIS, given by a sequence of
integrals on the curve. For example consider a curve

C ⊂ R2, parameterized by γ : [0, 1] → R2 where γ(t) = (x(t), y(t)). Then its IIS is given by
the infinite sequence of values

IIS(C) =

(∫ 1

0
dx(t),

∫ 1

0
dy(t),

∫ 1

0

∫ t

0
dx(r)dy(t),

∫ 1

0

∫ t

0
dy(r)dx(t), . . .

)
,

which we can represent as the sequence of words in two letters, 1 and 2,

IIS(C) = (1,2,12,21, . . .) .

A curve is uniquely determined, up to retracing, by this infinite sequence [?], and is
parameterization-invariant. In particular the entries of IIS(C) are geometrically-relevant values
for the curve (1 and 2 are the increments x(1)− x(0) and y(1)− y(0) while (1/2)(12− 21) is the
Lévy Area of the curve) which dampens the effect of noise on IIS(C). Thus the truncated IIS of
a curve C can be thought of as a ‘vectorized’ represention of C. In [6] we provide a method to
‘invariantize’ the ISS of a curve with respect to SE(2), thus providing a simple way to represent a
curve up to rigid motions as a finite list of numerical values, robust to noise.

3 Algebraic Statistics

To an algebraic geometer, many statistical models provide interesting families of algebraic varieties,
inviting nails for their geometric, combinatorial, and algebraic hammers. Likewise, for statisticians

1The code for implementing this in Macaulay2 is available here: https://github.com/timduff35/

NumericalSignatures.
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these tools yield insight for desired tasks on statistical models such as maximum likelihood estimation.
Some examples of such statistical models are discrete exponential families which correspond to toric
varieties intersected with the probability simplex, and linear covariance Gaussian models (including
Gaussian graphical models) which correspond to linear slices of the cone of positive semi-definite
matrices.

Given a statistical model and observed data, the maximum likelihood estimate, or MLE,
is the probability distribution that maximizes the likelihood function. The likelihood function
computes the probability of observing the data given a particular probability distribution. Often
the critical values of the likelihood function can be expressed as the solution set of a polynomial
system of equations. In this context, the maximum likelihood degree, or ML-degree, of a
statistical model is the number of solutions of this system for generic data. Knowledge of the
ML-degree allows one to use numerical algebraic geometric algorithms to compute the MLE of the
model by giving a stopping criterion for monodromy methods [15].

In [5] we consider a two-dimensional linear covariance Gaussian models and use intersection
theory to determine the ML-degree for a general model. A linear Gaussian covariance model is a
collection of multivariate Gaussian probability distrinbutions whose covariance matrices are linear
combinations of some fixed symmetric matrices. Linear Gaussian covariance models are used in
time series analysis [1, 16] and in phylogenetics [9].

Theorem (Coons, Marigiliano, R. 2020). Two n× n symmetric matrices A and B, define a two-
dimensional linear Gaussian covariance model. For general A and B, the ML-degree of this model
is 2n− 3.

In a current work, colleagues Jane Coons, Carlotta Langer, and I, are investigating the combinatorial
properties of an algorithm, iterative propotional scaling (IPS), for computing the MLE for discrete
statistical models such as graphical, hierarchical, tree, and quasi-independence models. Specifically
we intend to answer the questions, “When does IPS result in the MLE in exactly one step?”, and
in this case “When is the MLE a rational function of the data vector?”

4 Deep Learning

The huge and rapidly accelerating success of neural networks has forever changed the field of image
science. In particular, the availability of large amounts of data and improvement of computing
resources has led to models which can extract relevant features to make predictions, outperforming
previous methods with hand-constructed features. Thus the need for both technical expertise in
and a theoretical understanding of deep learning methods for image analysis has exploded. In my
current role as a Postdoctoral Fellow at the Data Institute of the University of San Francisco (USF),
I am working on both theoretical deep learning research and in mentoring graduate students in
projects with real world data to gain technical expertise.

In particular this fall, I’ve been working with USF alumni and faculty on consulting with an
industry partner on developing models to analyze images of artificial medical devices and determine
the health of the surround tissue. A particular challenge here, common to many medical AI tasks, is
that the amount of data is small, and the amount of labeled data is even smaller. This wide-ranging
project involves keypoint detection, segmentation, and classification. The size of the dataset has
forced us to use creative methods such as semi-supervised learning to achieve optimal results.
Additionally, my colleague at USF, Yannet Interian, and I are working with Gilmer Valdes and
Wilmer Arbelo Gonzalez at the University of California at San Francisco on a project which has
similar challenges. In this project we are developing novel methods to use CT images to predict
radiation dose in cancer patients.
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I’m also currently involved in a project that has an even more challenging dataset, consisting
of stone flakes. Ancient humans created stone tools through “knapping” or chipping away at a
stone to produce stone flakes that could be easily fashioned into tools. For anthropologists lucky
enough to find a site where knapping took place, this creates a huge amount of “puzzle pieces”
coming from multiple puzzles and often with many missing pieces. Anthropologists, mathematician
colleagues and I, as part of a project with AMAAZE (Anthropological and Mathematical Analysis of
Archaeological and Zooarchaeological Evidence), are currently discussing how we can use machine
learning methods to reassemble the original stone from fragments and compare or contrast fragments
from different archaeological sites.

5 Future

Though my work with neural networks and imaging is the most recent, I am the most interested in
research on problems arising from this topic. This includes solving both practical problems with real
world and theoretical work in geometry inspired by questions from deep learning. For instance, as
described in Section 2, there are many interesting ways to represent curves or boundaries of objects
in ways invariant to rigid motion. While neural networks are powerful, can ‘more geometric’ input
data improve the results or achieve the same result with less data? Below is an example of a
question in this vein.

Question: Can the algorithm for jigsaw puzzle reconstruction in [12], which relies solely on
differential invariants for curves, be combined with a neural network to achieve the same results?
How does it compare to using neural networks with raw input data?

One method of constructing a model that is invariant to rigid motions of the input, is to heavily
augment one’s input data via random cropping and rotations. The resulting model is often still
not completely invariant to rigid motions, but can perform well when the input is translated or
rotated. There are ways to completely ‘invariantize’ an image to rigid motions, but these are not
usually practical or robust to noise.

Question: What is the relationship between a representation of an image learned through data
augmentation and ‘hand-crafted’ invariants of an image? For instance, a neural network with
polynomial activation functions results in polynomial functions on the image; does data augmentation
push a neural network to learn polynomial invariants?
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